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Feeling the pressure to release

software faster? Are you bringing

new features to market as quickly

as your business demands?

If enhancing or extending your

Java application feels risky – if you

need to be agile, but instead find

yourself hanging on by a thread –  

AgitarOne can help.

With AgitarOne’s powerful,

automated unit testing features,

you can create a safety net of tests

that detect changes, so you know

instantly when a new feature

breaks something. Now you can

enhance and extend your Java

applications – fast, and without

fear. And with AgitarOne’s interac-

tive capabilities for exploratory

testing, it’s easy to test your code

as you write it.

Whether you’re building 

a new application, adding new 

features to existing software, or

simply chasing a bug, AgitarOne

can help you stay a jump ahead.

Trying to be agile 
when your Java code is fragile?

©2007 Agitar Software, Inc.

http://www.agitar.com/agile
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Service-oriented architecture is a mind-
set as much as a group of technologies,
now that you must test ubiquitous and
vital third-party Web services. Here’s
how to do it.           By David Linthicum
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Memory Loss Affecting
Your Multi-Threaded, 

Multi-Process Application?

Download your free 15-day trial version of MemoryScape 2.0, the newest
memory debugger from TotalView Technologies — now with MPI support.

Provided by TotalView Technologies, the leader in multi-core debugging software, MemoryScape is

specifically designed to address the unique memory debugging challenges that exist in complex 

applications. MemoryScape supports C, C++ and Fortran on Linux, UNIX and Mac OS X, and is a

focused, efficient and intuitive memory debugger that helps you quickly understand how your program

is using memory as well as identify and resolve memory problems such as memory leaks and memory

allocation errors. MemoryScape utilizes wizard-based tools, provides collaboration facilities and does

not require instrumentation, relinking, or rebuilding. Its graphical and

intuitive user interface simplifies memory debugging throughout the

memory debugging process and has been proven to find critical

memory errors up to 500% quicker.

Before you forget, go to our web site at

www.totalviewtech.com/memoryscape

or call 1-800-856-3766 for more information.

© 2007 TotalView Technologies, LLC   TotalView is a registered trademark of TotalView Technologies, LLC.  All other names are trademarks of their respective holders.

Announcing
MemoryScape 2.0
Now even smarter!
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Among our July gems is
Jennifer Brendlinger’s fine
piece comparing modern
testing with the lessons
learned from the Great
Johnstown Flood of May
31, 1889. 

When I decided to use
her piece, which presents
four major testing tech-
niques sprinkled with facts
about the tragedy, I
became so interested in
the Johnstown Flood that I picked up
David McCullough’s historical account
of the events, published in 1968
(Simon & Schuster). 

The disaster—still considered the
country’s worst inland flood—came in
an era that included Clara Barton, the
first president of the American Red
Cross, for which the disaster was its first
assignment of any real size. Her organi-
zation was one of the first from outside
to arrive—on June 5—and was among
the very last to leave. Despite Barton’s 5-
foot frame, McCullough wrote, there
was never a question as to who was in
charge. 

The era also included the likes of
noted lawyer and politician Philander
Knox, head of the Pittsburgh division of
the Pennsylvania Railroad Robert
Pitcairn, steel baron Andrew Carnegie
and banker and industrialist Andrew W.
Mellon. All had a hand in the disaster
that killed more than 2,200 people. But
with their power and influence, few had
the courage to confront men considered
at the time to be the country’s ruling
class. Even the courts held little sway. 

After completing the book, I realized
an interesting, larger parallel than those
drawn by Brendlinger between survivors
of the flood—wronged by the arrogance
of the wealthy elite—and the tester
faced down by developers, who at times
are dubious about testers’ findings.
Both make terrific reading. 

Check Your Pickle 
At the Door
This month I’m extremely
pleased to present two
great articles to help you
manage your software
builds. The first, our cover
story, is by John Graham-
Cumming, whom you
might know more for his
role as creator of the
POPFile open source e-
mail classification system

than for founding Electric Cloud, which
makes like-named build tools. 

If you happen to be the person in
your company who handles software
builds, look for Graham-Cumming’s
time-tested recipe for “pickling” your
build. No, he doesn’t mean to turn it
into something sour. Quite the oppo-
site, in fact. Because to him, a pickled
build is one that can be invoked with a
single command. A sweet pickle indeed. 

Sounds impossible, right? Your build
system is so unique and fragile, there’s
no way it can run completely without
some form of human intervention.
After you’ve read our lead feature,
beginning on page 12, I think you’ll
agree that there’s no build that can’t be
pickled. And once that hard work is
done, you’ll learn how to accelerate
your pickle; exhibit your pickle; and ver-
ify, pre-flight and share your pickle
among the entire team toward a goal of
continuous integration. He’ll have you
going from “fragile to agile” in no time. 

Also among our featured writers this
month is Tracy Ragan, founder and
COO of OpenMake Software. Her
knowledge of build scripts becomes
apparent as she dismembers a pair of
scripts to their component parts,
explaining in layman’s terms how each
affects the whole. Not only is this a ter-
rific tutorial on Ant and Make scripts on
its own, but makes an excellent com-
panion to this month’s lead feature. û̈

Beware The
Developer Elite
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The anatomy of a build script is something that TRACY
RAGAN could dissect while blindfolded. With consulting
experience stretching back to 1989, Tracy’s knowledge of
the development and implementation of business appli-
cations is extensive. 

As co-founder of Catalyst Systems in 1995, Tracy served
as its CEO for 12 years. The company earlier this year was
renamed OpenMake Software after its flagship build man-
agement tool, and Tracy became COO. Her study of Ant
and Make scripts begins on page 28.

CCoonnttrriibbuuttoorrss

If your development process is half-sour, our lead article
might hold the cure. Penned by JOHN GRAHAM-
CUMMING, the self-proclaimed “founder at large” of build-
tools maker Electric Cloud, it tutors your team though his
home-brewed process from pickling your build to pre-
flight. It begins on page 12. 

John is the creator of the POPFile open-source e-mail
classification system and holds two patents in network analy-
sis and multiple degrees, including a doctorate in com-
puter security from Oxford University.

SANTHOSH VANDYIL has been working with IBM Global Services, India, for the past
10 years, and did post-graduate in mechanical engineering at the Indian Institute of
Sciences, Bangalore. Since joining IBM he has filled various roles, and is currently soft-
ware architect for a diverse set of applications in the telecom domain. 

Colleague KALLOL PAL has been working with IBM Global Services, India, for more
than 11 years. He holds multiple patents in software testing and a master’s degree in
information technology from the Birla Institute of Technology. Kallol is currently a
member of the systems engineering and architecture team. Beginning on page 32, they
prove that multithreading can’t solve all Java-related performance problems.

If you’ve ever read David McCullough’s account of the
Great Johnstown Flood of 1889, you might not envy
JENNIFER BRENDLINGER, who lives and works in the city
decimated by the worst inland deluge in American histo-
ry. In her article beginning on page 23, Jenny contrasts les-
sons from our past with modern testing techniques. 

Jenny works for Concurrent Technologies Corp., a non-
profit industrial and government consultancy. She is cur-
rently software test lead on the Joint Web-based Common
Operational Picture (Joint WebCOP) project.

JULY 2007

TO CONTACT AN AUTHOR, please send e-mail to feedback@bzmedia.com.

Successful testing of remote services requires an under-
standing of the architecture and interdependencies of
its components. With the SOA wave still on the rise, we
present the second of a three-part series on SOA testing
by DAVID LINTHICUM, CEO of the SOA consulting and
advisory firm Linthicum Group. 

In part two, beginning on page 16, David explains how
to test SOA within the context of the architecture—and
how to test services you don’t host and may not control. 

http://www.stpmag.com


DON’T BE AFRAID TO ASK
I remember testing a Unix network (“How
to Avoid a Self-fulfilling Scenario,” Test
&QA Report, April 3, 2007). Our original
premise was that we only needed a single
user account. This did not turn out to be
the case. When we loaded the test software
on multiple workstations and ran the soft-
ware on each respective workstation simul-
taneously, we received a large number of
error counts. We did not discover this issue
until we had completed over 50 percent of
testing! The testing had always worked out
fine when we used only the four user
accounts allotted us, but when we went
above four, the errors kept pouring in: One
distinct user account for each testing enti-
ty on the same network!

Our biggest roadblocks to finding this
out were: trusting our test development
team; not having immediate access to a
Unix network for preliminary tests; and
not running preliminary tests beyond

the four distinct user accounts. Another
factor could have saved this situation
from disaster; namely, not being afraid
to ask the network manager whether
four user accounts would be enough for
the testing effort. There were over 200
workstations to test!

Adam Chornesky
Colesville, Md.

RX FOR PROJECT VIGOR
My thoughts on “Renew Project Vigor In
Five Easy Pieces,” (Test & QA Report, May
22, 2007). Guilty, but… feature creep
aligned with the goals for the project can
be convergent, but also can be considered
gold-plating; it depends on the value added.

Sometimes it is more cost effective to
add the new feature while dealing with the
requirement. Unfortunately, we may not
know the impact of trying to include it, so
we need to know when to cut the losses and
reserve the idea for later.

Feature creep can just be divergent,
meaning that it does not move you to your
goals. These should always be put on the
back burner. As project leads, we should
be skilled in seeing the difference.

This introduction can be leader
focused, meaning that one team member
will take the lead in breaking the ground
while the others are pushing forward with
the project. As the new technology is under-
stood, a team meeting can present the find-
ings and determine what and where it may
be injected, while keeping the goals in sight,
benching bells and whistles unless time per-
mits adding them. A few will add spice, but
not at the expense of the goals.

Ideas are gems. Better yet are ideas that
help focus on/converge on goals, and those
that save time, data and rework for the user
and developer.

Umbrella goals for projects should
include usability. The project should
empower the end user. Give the tools that
enable him to find, use and appreciate.
Reduce dependencies on the programmer
when the project is fielded. This could be
considered reliability, but it goes beyond
that—it includes flexibility within the prod-
uct. Your value will increase for it.

Stanley Grimes
Fort Sill, Okla.

THE COMFORTS OF CHAOS 
The only point in “Renew Project Vigor in
Five Easy Pieces,” that I disagree with is #4:
Create Calm, Conquer Chaos.

This only works for people who are
wired that way. I’ve read several articles on
whether or not clutter on your desk and
work environment affects your productiv-
ity. For those who need this conquered,
absolutely, they should. But some people
function well with clutter—it is actually
organized clutter and it is not a priority
for them to have the clutter “conquered.”
Those people function just fine without
clearing out; let them continue. It proba-
bly stresses them more to be made to think
that their clutter has to be conquered.

LaBron Thompson
Charlotte, N.C.

FFeeeeddbbaacckk
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FEEDBACK: Letters should include the writer’s
name, city, state, company affiliation, e-mail
address and daytime phone number. Send your
thoughts to feedback@bzmedia.com. Letters
become the property of BZ Media and may be
edited for space and style.

FUZZY MATH?
I was delighted to see an article on testing with IR data (“Practice Safe
.NET Test With IR Data,” ST&P, June 2007). However, when I saw
the paragraph where the total number of possible filenames is com-
puted, I noted either a misprint or a fault in the math itself.

This question is posed:How many possible filenames can be made with a simple 8.3 format using
all 26 uppercase letters in the alphabet? The answer provided in the article was 268 + 263, or
208,827,099,728. I’m going to assume at this point that the ^ symbol didn’t make it through print,
and that the author‘s original answer was this: 26^8 + 26^3. However, even that is slightly off from
the answer provided in the article—and would in fact be incorrect anyway.

For the correct answer to that question, the actual format (8.3) can be ignored and the answer
can be boiled down to “How many combinations of 26 uppercase letters in the alphabet can you come
up with in an 11-character name?”The answer is actually 26^(8+3).The dot can be ignored because
it is of no computational consequence; it’s purely a presentation format. So the actual answer is of
the order 3,670,344,486,987,776.

A. B. Montcrieff
City/state withheld

From the editor:
There was indeed a misprint; the exponent symbols were omitted. However, the writer’s assertion about
Windows filenaming is disputed by the author:

The Windows platform file system handles the base filename and the file extension as two sep-
arate components and there is no interaction or dependencies between them. If we elected to test all
possible combinations of the base filename component with a nominal valid extension and then
test all possible extension component combinations with a nominal valid base filename, that
would mathematically result in 26^8 + 26^3, or 208,828,082,152 tests. 

In combinatorics, the cartesian product of a given set of parameters applies if the parameters are
inter-dependent or closely coupled. If we mistakenly assumed dependency or interrelationship between
the base filename and extension components of a filename (as on Unix), then testing all combina-
tions (26^8 * 26^3 (or simply 26^11) would indeed result in approximately 3,670,135,659,905,624
redundant tests on a Windows platform. 

For further explanation, see blogs.msdn .com/imtesty/archive/2007/05/30/random-test-data
-generation.aspx.

Bj Rollison, Microsoft

http://blogs.msdn.com/imtesty/archive/2007/05/30/random-test-data-generation.aspx


The Appian Way may have fallen out
of use once the Roman Empire
declined, but the use of compliance
measures today continues to grow in
importance to software testing. 

Addressing that need is business
process–management tools maker
Appian, which on June 11 began ship-
ping Compliance Manager 5, claiming it
keeps track of a company’s compliance
with Sarbanes-Oxley, HIPAA and a host
of other regulations and specifications. 

The solution monitors and governs
business processes in real time, and can
govern them based on rules set up by
development team members. This
allows test teams to instantly display
compliance adherence using dash-
board-style reports (shown). 

The tool also can import financial data
into industry-specific frameworks based
on the Committee of Sponsoring
Organizations (COSO), a private-sector
organization dedicated to preventing
financial fraud. In turn, development
teams can use the frameworks to automate
notification of required actions for com-
pliance; raise, track and remediate issues;
assign control tests and evaluate results. 

The June news follows the late-May
release of Appian Enterprise 5.6, an

update to Appian’s BPM suite with an
improved GUI designer for creating
AJAX interfaces, plus a rules creator, real-
time analytics and RSS feed capabilities. 

According to the company, many of
the new features are intended to permit
more non-technical staff to be involved
in business process management.  

The AJAX-based interface designer,
which itself works through a  browser,
also now can create forms, dashboards
and other process-driven interfaces
and reports. Users can also now modi-
fy the parameters of rules or policies
without accessing details of the entire
process. A new centralized rules repos-
itory simplifies sharing and mainte-
nance. And new plug-ins permit tem-
plates to be created for Microsoft
Word, Excel and e-mail. “For example,
users can now develop a process that
automatically creates and e-mails 
documents, such as monthly reports or
status updates, to a predetermined
group,” according to a company 
statement. The suite also includes
more than 75 prebuilt activities such 
as these. 

Bug Detective Earns
Its .NET Stripes
Parasoft has invited its Bug Detective into
.TEST 4.0, the company’s automated stat-
ic analysis, unit testing and policy
enforcement tool for .NET. Parasoft
.TEST 4.0 is available for Windows; it
began shipping in mid-June. 

According to the company, Bug
Detective finds runtime defects by trac-
ing and simulating execution paths that
would otherwise elude manual tests or
inspections. Also new is a code review
module that performs automation prepa-
ration and notification as well as track-
ing of peer code reviews. 

The tool also permits teams to define
and manage distribution lists and group-
ings for code review notifications and
routings. This is of particular benefit, the
company said, to geographically distrib-
uted teams that “cannot logistically par-
ticipate in physical code review sessions.” 

Shunra VE 5 Tests
Networked Apps 
Network simulation tools maker Shunra
in May began shipping Shunra VE 5,
adding to its simulator the ability to test
transaction performance of networked
applications and report service-level deliv-
ery to end users. The suite is now posi-
tioned as a tool to ease data-center relo-
cation, disaster recovery and business con-
tinuity planning, and as a high-perform-
ance simulator for ERP/CRM deploy-
ments, according to the company.

Central to its new capabilities is root
cause analysis, which Shunra says permits
testers to drill down on metrics for indi-
vidual transactions to see breakdowns by
client, server and network.  Efficiency
analysis operations can display applica-
tion turns and bounce diagrams, and met-
rics related to throughput and bandwidth.

The tool also can automatically meas-
ure and compare transaction response
times on a variety of networking proto-
cols and test backup and recovery sce-
narios. It supports testing by multiple
teams simultaneously.

Dashboard-style reports simplify tracking of
standards-compliance issues in apps.

OOuutt ooff tthhee BBooxx
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Compliance, the Appian Way

Send product announcements to 
stpnews@bzmedia.com
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to Cure Your System
idea of continuous integration (CI). If
you haven’t, put down this article 
and go and read Martin Fowler’s semi-
nal paper on continuous integra-
tion (www.martinfowler.com/articles
/continuousIntegration.html), but don’t
forget to come back and continue read-
ing here.  

Welcome back! You may recall that
Fowler’s paper defines CI as a software
development practice in which team
members integrate their work fre-
quently, usually at least daily, leading
to multiple integrations per day. 
Each integration is verified by an 
automated build (including test) to
detect integration errors as quickly 
as possible.

If you’re responsible for software
builds, the phrases “multiple integra-
tions per day” and “each integration is
verified by an automated build” can
sound pretty scary. 

Many build systems are held togeth-
er with an almost mystic collection of
shell and Perl scripts, makefiles and
homegrown tools. 

To handle the demands of agile
development, you’d have to pickle that
—my term for wrapping an entire
build system so it could be reliably run
anywhere and by anyone. 

Pickling an infrastructure is a pretty
big task, so let’s get started.

It Takes Time
The transition from a fragile build sys-
tem to an agile one should be done
gradually. Trying to perform a single,
painful push to change everything in
your organization is probably unwise
and unlikely to get the approval of
upper management anyway. Typically,
build managers just don’t have the time
or resources to spend on a major
change in the way they work; they’re too
busy fighting daily fires associated with
broken or special builds.

In addition, CI asks that the build be
fully automated and typically sets a goal of
a full build and test in less than 10 min-
utes.  Full CI means automatic, fast builds
for every developer commit. That can
entail tens or hundreds of builds per day,
adding up to a big change in the way
most teams currently build their software.  

Going from one manually started
nightly build to hundreds of automatic
builds need not be scary or impossi-
ble—if you take it step by step. This arti-
cle takes a “stepping stone” approach to
CI-supporting build. Those five steps
are: fully automated (pickled) builds,
fast builds, lava lamps, build-and-test,
and pre-flight builds.  

Step 1: Build the Pickle
Since all of CI depends on being able to

John Graham-Cumming is co-founder and
chief scientist at build-tools maker Electric
Cloud.

By John Graham-Cumming

I f you’ve spent any time looking at Extreme Programming or agile
development methodologies, you’ll have encountered the important

A Gradual Transition
12 • Software Test & Performance
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automatically run builds, we’ll start with
perhaps the hardest task of all: pickling
the build: making it runnable from a
single command invocation. You should
be able to type a command such as
build, followed by some arguments
(such as the branch or version to build),
to kick off a build without any further
interaction.

Most existing build systems aren’t
fully automated—they require some
manual intervention (perhaps clicking
on an annoying dialog box that pops
up under Windows, or answering a
question posed by a command-line
script). Getting to a pickled build can
be a lot of work, but it’s the
foundation of CI.

Once the build
script is working and
tested, it should be
set to run automati-
cally.  This is important
for two reasons. First, it’s
best if this script is used for the actual
builds you’re currently doing (such as a
nightly build), because replacing the
existing system with the build script will
shake out any bugs present in it.
Secondly, since build will be used auto-
matically throughout CI, it’s vital to
make sure that it works reliably in a fully
automated fashion from the start.

Automatic operation can be some-
thing as simple as a cron job that runs
build at a predetermined time every
night. More ambitious build managers
can move to a stimuli build: a build that
responds to changes in the underlying

source code being built.
A stimuli build is mostly a matter of

detecting when the source code in the
SCM system has changed. A simple way
to do that is a periodic job (perhaps
run by cron every 15 minutes) that
checks for changes by looking at the
SCM system’s log files. Once changes
are detected, that job should wait
around for the repository to stabilize;
you need to do that to ensure that a
developer has finished checking in all
the bits of code they were working on.
A simple stabilization check is “No
changes in the last 15 minutes.” 

Once the code base is stable after a
change is detected, build can

be run to perform a full
build to make sure

those recent changes
haven’t broken any-

thing.
The new build script

can be written using existing tools
(such as GNU Make, Perl, shell script-
ing and so on); there’s no need to use a
new language or technology. The
important thing is that build can run
without human intervention.

There are, however, commercial and
open source tools for build automation.
They won’t help you actually get build
written, but they will help automate
builds once you’ve done your own pick-
ling. For example, these tools can help
with the detection of changes in an
SCM system (through direct integra-
tion), and obviously, scheduling builds
is a common enough feature that most P
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tools offer some sort of graphical or
Web-based cron replacement.

Getting started with a new tool now,
in a limited fashion, is a good way to
learn the tool without having to commit
to each of the five stepping stones. You
could start with using the tool for build
scheduling or SCM integration to get a
feel for its capabilities.

Once your build is pickled, you’re
well on the way to CI. Even if you stop
here, you’ve done one very valuable
thing: You’ve taken your existing build
system and made it self-sufficient
enough to be run in a repeatable and
automatic fashion.

Step 2: Accelerate the Pickle
Once you’ve pickled your build, you’re
now in a position to measure the actual
time it takes to perform it. Just time the
build script and you’ll get an idea of the
total time expended waiting for a full
build to complete.

Extreme Programming preaches the
goal of a 10-minute automated build
and test. For almost all build teams, that
goal is out of reach. Many builds will be
more than an hour long; others might
take two, four or even eight hours.
Those long build times are partly why
nightly builds are done: The theory is
that since no one’s working at night, it
doesn’t matter that the build takes four
hours to run.

But for many development organiza-
tions, night doesn’t exist any more: A
development team in San Jose may
hand off to a test team in Bangalore.
That means that builds need to be done
fast enough so that round-the-clock
development can operate efficiently.

And increasingly, the nightly build
doesn’t make sense in the context of
agile development. If you’re trying to
be agile, you need fast builds that give
quick feedback to developers so that
problems are identified quickly. That
means many builds per day during the
working day.

But a 10-minute build isn’t a realistic
goal, or even a necessary one. If a team
can get its full build and test done in 30
minutes, that’s still many complete

build and test cycles per day. Doing that
unlocks the benefits of agile develop-
ment (where integrations happen mul-
tiple times per day to shake out prob-
lems early) without pushing for an arti-
ficially low build time. Even if your
build-and-test requires an hour, you’ll
still have lots of opportunity for intra-
day integrations.

But getting to fast builds can be
hard. For some projects, it’s enough to
buy new, faster hardware (more memo-
ry, faster or multi-core processors, and
faster disks can make a big difference),
and the build time drops. For others,
using existing parallel or distributed
build technologies (such as GNU’s
make-j option or distcc) can be enough
to speed up a slow build.  

In my experience, however, getting
really large speed-ups and fast builds
usually demands more than new hard-
ware and tools; it requires parallelism.
Build teams can start with open-source
parallelism solutions, or they can man-
ually partition a build so that parts run
on different machines in parallel.
That can be quite a task. And remem-
ber, all of this must be done without
changing the pickled nature of the
build. Even if the build actually uses a
cluster of machines to build in paral-
lel, it still must be simple to start and
fully automatic.

One significant problem with
homegrown parallelism solutions is
that real build systems have poor
dependency information. Since all
build systems are typically built from
the ground up with the serial execution
assumption (the assumption that the
job’s steps are being performed in
series), they usually don’t contain all
the information necessary to
make parallelism work. 

Time and again, I’ve
seen people move to par-
allelism using tools like
GNU make-j only to see
the build break because
the tool ran steps in parallel
that were intended to be run in series.
And in large build systems, actually fig-
uring out what can run in parallel and
what must run in series isn’t easy.

My advice here is to try the home-
grown approach first. Then, if you don’t
get down to that 30-minute build or
your build system becomes unreliable
(since parallelism can introduce
strange build bugs that show up quasi-
randomly), take a look at commercial

systems that can ensure both large
speed-ups and reliability.

Step 3: Exhibit the Pickle
Congratulations, you’ve completed Steps
1 and 2—the hardest parts. Now you have
a pickled build that is fast and fully auto-
matic.

Happily, the next step is all about fun.
That fun can start with lava lamps, those
colorful, bubbly, oil-filled lights from the
1960s that some organizations use to
monitor build progress.  

Of course, lava lamps aren’t required,
and may seem like a silly way to monitor
a build, but they’re an example of the
type of simple, clear feedback method
that a team needs for agile development.  

At my company, we have two lava
lamps—red and green—hooked up to
our build system. Once we’ve pickled and
accelerated our builds, the appropriate
lava lamp is turned on automatically to
tell us if it was a success (green) or a fail-
ure (red).

In a small office or a small team, every-
one can see the lamps and know instant-
ly whether they’ve got an integration
problem. For large teams or those with
remote members or complex projects,
other methods must be adopted. But
introducing some sort of feedback mech-
anism for build monitoring is the third
stepping stone.

Build monitoring commonly consists
of an internal Web page that shows the
live build status (some teams take this
even further, with a flat-screen monitor
mounted in each office to show the inter-
nal Web page and its automatic updates).
The key is to introduce a build-feedback
mechanism that clearly depicts the
build’s success or failure, is easily visible

(such as a traffic light by the water
cooler or a Web page that’s

everyone’s home page), and
is constantly updated.

Even better, if you make
an internal Web page that

stores the history of automatic
builds, developers and others can query
the status of any build (not just the latest
one) and examine trends, such as
whether a particular build step or com-
ponent breaks more than others.

The build monitor gets its input from
the pickled and automated build system,
and the team will start to look at the build
monitor as a sign of the health of the soft-
ware being developed.

Initially, the build might be run (and
hence change the build monitor’s status)

PICKLED BUILDS
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only a few times per day. Nevertheless,
the build monitor starts to represent the
pulse of engineering and illustrates the
health of the build for all to see. For this
reason, I like to refer to continuous
builds with feedback as the agile heartbeat.

This step is important because it lays
the groundwork for continuous integra-
tion. By the end of Step 3, your build is
fast, fully automatic and giving feed-
back. Even with just a handful of builds
per day, that feedback will enable devel-
opers to start spotting integration prob-
lems early—much earlier than would a
nightly build.

Step 4:Verify the Pickle
The next big step to getting continuous
integration in place is likely to be driven
by developers, not the build team. If your
entire team is trying to be agile, develop-
ers have been creating automated test
suites (most likely unit tests using tools
such as JUnit or cppunit). The fourth
stepping stone is to integrate these tests
with the build script created in Step 1.

Since unit tests themselves are typical-
ly fired off from a command-line tool,
this step should be relatively sim-
ple. The job requires incorpo-
rating those tests in the
build script and integrat-
ing the output of the
tests with the feedback
system from Step 3.

Of course, if the unit
tests are taking a long time to execute,
you’ll need to go back to Step 2 and
speed up the tests and the build to make
sure that the total build and test time is
short enough. If that’s not possible, you
may have to prioritize the tests and incor-
porate with the build only those that
absolutely need to run with every build.
The rest can be run manually or just for
certain builds.

If you have other “smoke tests,” con-
sider integrating them, too. If you can
put in place fast, fully automatic builds
that give feedback on build status and
test status, you’re just a stone’s throw
from continuous integration.

A side effect of integrating tests is
that developers will receive improved
feedback on integrations (does it
build and test?) and that the visibility
of the feedback from Step 3 will be
enhanced. Initially, you’ll likely see
more broken builds, but that leads
quickly to improved quality as the
engineering team accustomed to see-
ing “all green” builds on the build

monitor starts seeing broken tests that
require fixes.

Step 5: Pre-flight the Pickle
Agile developers must be able to regu-
larly integrate their code with that of
other developers, preferably daily.
Although developers could check out
the entire product being built on their
own machines and perform a full build
to check for integration problems, this
is rarely practical.

Typically, full builds take too long or
need special build resources that aren’t
available to individual developers.
Historically, this has meant that devel-
opers are forced to wait for a nightly
build to discover whether their changes
integrated successfully with the rest of
the team’s. And even if it were possible
to run a full build on a developer’s
machine, the operating system, patches
and other environmental variables on
the production machines (where builds
are normally run) are often different
from those used by the developer.   

Therefore, in Step 5, you’ll put full
builds in the hands of developers. I

call these builds pre-flight
builds because they’re

performed by develop-
ers before they commit
their changes to the
SCM system.

To achieve Step 5,
the build manager

must assign a build
machine (or perhaps several if multiple
platforms are being targeted) and set
up an internal Web page where a devel-
oper can request a build.   

This can be done by having the devel-
oper—when a build is required—enter
an e-mail address (to receive an e-mail
when the build completes), the location
of the software to be built (this could be
a private branch in SCM or a path to a file
system shared by the developer and build
system) and other parameters, such as
whether to run unit tests or particular
build-specific options such as performing
the build on only one specific operating
system.

Since many requests will be coming
in from different developers, the pre-
flight system must maintain a queue of
upcoming requests (it’s unlikely that
you’ll have enough resources to satisfy
all the build demands once developers
get used to submitting pre-flight build
requests). The pre-flight system initial-
ly can simply handle requests in a first-

in, first-out order.
When a developer’s build is done,

he’ll receive an e-mail from the pre-
flight system with the status of the build
and a link to an internal Web page,
where he can examine details of the
outcome of the build, including errors
and log files.

Since disk space quickly fills up once
the system is running tens of builds per
day, it’s also important to have a process
that throws away older pre-flight builds.
A simple cron job that cleans up builds
older than one week is probably suffi-
cient initially.

Developers will see immediate bene-
fits from the pre-flight process. They’ll
no longer have to wait for a nightly
build to see whether they “broke the
build.” If they can discover a problem
within minutes or hours during the
workday, they’ll be able to fix it while
they can still remember what they were
working on.  

Once Step 5 is in place, the software
team can decide to introduce a rule that
prohibits commits to the main line of
SCM until a pre-flight build has succeed-
ed on the proposed changes. With that
rule in place and Steps 1 through 5 com-
pleted, you’ve gone (partially) agile—
and you’re helping to ensure that pro-
duction builds are never broken builds.  

A fully automated, fast build system
also has non-agile advantages. Build
teams are often asked to rebuild old ver-
sions of software because of a need to
generate patches.  However, they are
frequently unable to do so. By pickling
builds (and keeping the pickling scripts
in SCM), such rebuilding becomes sim-
ply a matter of getting the right sources
on the build machine.

Steps 1 through 5 might not be easy,
but will effect a major improvement in
the way your development organization
works. Production builds will remain
stable, quality will rise, and developers
will be happier because they can learn
immediately whether their code works.   

And just think—it all starts with a
pickle. û̈

PICKLED BUILDS



destination. It’s a notion that’s
dependent on specific technologies or
standards—such as Web services—but
also requires many different types of
technologies and standards to be suc-
cessful. Chief among its challenges, a
portion of SOA requires testing of
services you don’t host and may not
control—services that are as important
to your core systems as the services
internal to the application. 

Despite the issues associated with
remote services, their business value is
alluring. This makes testing and ensur-
ing their quality a huge growth area
for the enterprise. The relative ease of
producing and consuming remote
services has led to the acceptance of
software as a service: the ability to
leverage mission-critical enterprise

applications and processes that are
delivered over the Web.

Some of the risks can be reduced by
putting procedures and tools in place
to make remote service testing effec-
tive, determining both the quality of
the service and the service levels it 
will live up to. I often group the testing
domains for SOA into these major 
categories:

• Service-level testing
• Security-level testing
• Orchestration-level testing
• Governance-level testing
• Integration-level testing
The service level can be broken fur-

ther into local services and remote
services.  Local services are coupled
with the core applications and are
owned and operated by the enterprise.
Remote services exist outside the
domain of the core systems, perhaps
within another division of a company,
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W hat is unique about service-oriented architecture is that it’s as
much a strategy as a set of technologies; more a journey than a
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or more likely called as a remote Web
service or virtual service over the
Internet.

When you consider testing remote
services, you’ll discover that:

It’s almost always black-box testing.
Approach remote services as assets
that can’t be changed or viewed
beyond their core functionality.

We don’t own the service, so we typi-
cally have no leverage to change it. In
essence, the service becomes part of a
core system or an SOA. We have to
trust that the service will function cor-
rectly, and do so through verification
and validation testing.   

We’re sharing the remote service with
others, typically other enterprises. Thus,
we have to consider that when think-
ing about testing and security.   

We have to consider Service Level
Agreements within the context of the test-
ing we will do. The goal should be to

determine whether the service lives up
to these, what the issues are, if any, and
how to return results that will facilitate
resolution of the issues. 

Despite all the challenges in lever-
aging remote services, it’s clearly the
direction many enterprises are taking,
and is therefore a huge growth area in
the world of testing and quality assur-
ance. This is driven by the rise of SOA,
which enables the ability to produce
and consume remote services, as well
as the acceptance of the software-as-a-
service model: the ability to leverage
mission-critical enterprise applications
and processes delivered over the Web.
Virtual systems are fast approaching,
and we need to quickly figure out how
we test in this new world.

Moving to a Virtual World
Keep in mind that Web services were
created around the notion that it’s eas-

ier to discover and leverage somebody
else’s remote service than write your
own from scratch. Also, it’s relatively
easy to create applications made up of
many services, allowing change to
occur at a pace faster than anything
we’ve seen in the industry thus far.   

Web services are designed to create
a standard interface, programming
model, description language and
directory to allow this to happen in
and between disparate systems.
Indeed, today we can leverage services
across the Internet that are functional-
ly equivalent to the services being host-
ed locally. However, when we consider
the complexity of this architecture and
our inability to see into it and influ-
ence the remote service, we realize
we’re facing a testing dilemma.   

Simple Strategies To Take The
Guesswork Out Of Black-Box Testing

David Linthicum is a technology writer and
analyst in Scottsdale, AZ.
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Taking this concept to the next
level, we can build applications (com-
posites) through the selection and use
of these remote Web services (see
Figure 1). Services that exist outside of
our enterprise, delivered over the
Internet, will become critical pieces of
enterprise applications and processes
in the future, and have to be a part of
the testing procedures and infrastruc-
ture. For instance, we have no need to
write a logistics subsystem if one exists
on a server someplace where we can
leverage it. Why write a risk analytics
application when we can leverage
someone else’s work? 

We’re moving
toward a world in
which many of 
our application
needs, both deliv-
ered through an
interface and as
Web services, will be 
satisfied by entities
outside of the 
enterprise. Forward-
thinking organiza-
tions that grasp and
exploit this concept
will improve their
competitive advantage. Those that hug
their servers and won’t allow this new
concept to take place in their enterprise
because of control issues recall those
who refused to hook up to the Internet
for security reasons 10 years ago.
Eventually, the wave takes over.  

What’s nice about this type of open
distributed-computing model is that it
provides natural integration—some-
thing that must be understood prior to
testing.  Natural integration occurs for
many reasons, including:

• The use of open interfaces to ex-

change information and leverage serv-
ices, and thus the ability to leverage
both information and services without
a lot of retooling and customization.

• The use of standards to define the
interaction, including standards such
as WS Transaction, the “Reliable
Messaging” standards, as well as
emerging security standards such as
SAML, WS Security and those of the
Liberty Alliance. Thus, we need to test
the quality of the service as well as the
adherence to the standard.

• The standardization of process
orchestration and interaction of the
above core interfaces, allowing process

architects to define and change process-
es as needed, no matter what types of sys-
tems actually host the source and target
information and behaviors. 

The services within this complex
and distributed architecture have to
be isolated and tested, both independ-
ently and regressed as part of the core
systems of which they’re a part. Before
doing this, you must first determine
the patterns of use and interdepen-
dencies. This will dictate the appropri-
ate testing approach and the correct
tools for the job.

Coupling vs. Cohesion Of 
Remote Services
Coupling, in the context of testing
remote services, is the binding of
applications in such a way that they’re
dependent on each other, sharing the
same methods, interfaces and perhaps
data. This is the core notion of remote
service integration—where the appli-
cations are bound by shared services—
versus the simple exchange of infor-
mation.

At first glance, coupling may seem
like the perfect idea. But it also
requires the tight binding of one
application domain to the next. As a
consequence, all coupled source and
target systems must, in most cases, be
changed extensively to be coupled. 

It’s important to consider the
degree of coupling, thus the depend-
encies of the service, when consider-
ing testing remote services. The more
coupled (thus dependent), the more
the failure of the service will affect the
service consumers that are bound to it.
For instance, if a remote tax-calcula-
tion server that is coupled to the
accounting system fails, so does the
entire accounting system. Thus, when
testing, you should regress through
the entire application that includes
the remote services, beyond testing

the remote services
as a single entity.
Figure 2 depicts
how services are
coupled, consumer-
to-producer, in es-
sence becoming a
single logical appli-
cation and abstract-
ing remote behav-
ior through syn-
chronous links.   

Further, as events
and circumstances
evolve over time,

any change to any source or target sys-
tem demands a corresponding change
to the coupled systems as well.
Coupling creates one system out of
many, with each tightly dependent
upon the other. Remote service inte-
gration determines how applications
are bound together. Of course, the
degree of coupling that occurs is
dependent on the SOA or application
architect, and how source and target
systems were bound together. In some
instances, systems are tightly coupled
and thus highly dependent on each

BLACK-BOX SOA TESTING

FIG. 1: COMPOSITE ANATOMY

Producer Consumer
SOA

(Shared
Services)

Producer
Interface

Consumer
Interface

FIG. 2: A MATCH MADE IN SOA
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other. In other instances they’re loose-
ly coupled and more independent.  

Of course, you have to consider the
pros and cons of cou-
pling in the context of
the problem you’re look-
ing to solve and how you
test the resulting system.   

Pros: The ability to
bind systems by sharing
behavior and bound data
versus simple informa-
tion sharing. This pro-
vides the ability to lever-
age services that could be
redundant to internal
systems, thereby reduc-
ing development costs
(see Figure 3).

The ability to tightly
couple processes as well
as shared behavior. This
means that process inte-
gration engines layered
on top of service-orient-
ed integration solutions
have a better ability to
bind actual behavior
(functions), rather than
simply moving informa-
tion from place to place.

Cons: The need, in many cases, to
change source and target systems,
adding cost in development and test-
ing time. Testing coupled systems is
more complex than testing decoupled
systems. Moreover, you can’t test with-
in a particular domain—you typically
need to regress through the entire sys-
tem; in this case, a distributed system.

Coupled systems may cease to func-
tion if one or more of the coupled
components goes down. A single sys-
tem failure could bring down all cou-
pled systems, and thus create vulnera-
bility. Vulnerability testing is required
here, after you understand which
remote services are interdependent
with your enterprise application, and
thus how the coupling will affect sta-
bility and reliability.  

In contrast to coupling, cohesion is
“the act or state of sticking together”
or “the logical agreement.” Cohesively
integrated source and target systems
are independent from one another.
Changes to any source or target system
should not affect the others directly,
so as you create the test plans and test
the systems, keep this in mind.

With cohesion, information can be
shared between systems without worry-

ing about changes to the applications
or databases. This requires some type
of loosely coupled middleware layer to

move information be-
tween applications and
make adjustments for dif-
ferences in application
semantics. 

Like coupling, cohe-
sion carries with it both
pros and cons. 

Pros: The ability to
avoid changing source
and target systems to
facilitate integration;
points of integration are
less invasive.  

You can test remote
services or a collection of
remote services in a single
domain, and thus may not
have to regress through
the core application. 

A single system failure
won’t bring down all con-
nected systems since the
systems are not interde-
pendent. Test for cohe-
sion by performing vul-
nerability testing of

remote services that are thought to be
cohesive, or more loosely coupled. If
they have an immediate effect on the
consumers, they are not, so the testing
approach should be adjusted to be
more coarse-grained, and you’ll have
to regress through more services to
test the domain.  

Cons: The inability to provide visi-

bility into the services layer, and thus
gain value from encapsulated business
services and tactical functions. This is
simple information movement; there
is usually no notion of services access,
so remote applications can see only
information and not behavior; thus
there is no reuse of services.

Steps to Remote Service Testing
Now that you understand the common
design patterns of services and the
notions of coupling and cohesion,
how should you test a service through
a black box?  

1. As with any process, a good first
step is to create a plan. Start by
defining the purpose of the serv-
ice. What should the service do?
Who are the intended users? Are
they human, application or
another service? From there, you
must define input, output, per-
formance expectations and any-
thing else required of the serv-
ice. Repeat this step for all
remote services that will be
under test and the consumers of
those services. This test plan is,
in essence, a test plan for a com-
plex distributed system, and
many of the same disciplines,
tools and techniques still apply.  

2. Determine what information will
be bound to the service, includ-
ing metadata and schemas. You’ll
need to understand how infor-
mation is to be used by the serv-
ice, which functions require

BLACK-BOX SOA TESTING
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BLACK-BOX SOA TESTING

which data, and how to test those
functions. Treat data-oriented
services as data interfaces, and
use the same testing tools and
approaches as with call-level
interfaces and data-ori-
ented APIs.   

3. Determine the functions
(methods) encapsulated
within the service—the
behaviors you would like
to expose—and create
testing harnesses for
those features. It’s also at
this step where we define
each function, including
how the function breaks
down (using a traditional
functional decomposi-
tion chart). Make sure to
regress through that hier-
archy during testing and
indeed determine that structure.
This can be a bit tricky with
black-box testing, but not impos-
sible.    

4. Define any interfaces into the
service—including machine and
human. Understand how the serv-
ice interacts with the calling appli-
cations, and through what mecha-

nisms. As in Step 3, define both
approaches and testing mecha-
nisms to test these interfaces.
Know what goes in, what should
come out, and how quickly.

5. Use Steps 1 through 4 to define
how the service is to be tested as
a whole. Often neglected, this
critical step illustrates how those
leveraging the service will test it
in the context of their usage pat-
tern. You need to define test
information, service invocation
and validity of results, again

using a black-box approach. 

What Now?
Testing remote services is more difficult
than testing complex distributed sys-

tems. To be successful, it
requires a great deal of plan-
ning, with an understanding of
the core architecture and the
interdependencies of its com-
ponents. Testing must be done
within the context of the archi-
tecture, and the two should be
linked.  

As time goes on, the number
of remote services that become
part of our core systems can
only increase. Moreover, we’ll
surely see new types of domains,
such as remote services that
leverage remote services that we
use. Fortunately, or perhaps as a

result, SOA standards-bearers and tool-
makers are preparing for this complexi-
ty, with new approaches to architecture,
security and testing. Identity manage-
ment, loosely coupled architecture and
better approaches to distributed testing
are all on the horizon. If you’re looking
to work in a dynamic testing environ-
ment, this is it. û̈

•
As useful services become more 

common, so too will tools and 

standards for their use. 

•
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killed thousands of people in its path and destroyed several bustling
towns in the valley below. Known as the Great Johnstown Flood of
1889, it was the worst inland flood in American history. But this dis-
aster was man-made—the result of neglect, bad stewardship and dis-
astrous decision-making regarding an aging dam in Western
Pennsylvania.

How can the lessons learned from this 19th century disaster
be applied to software testing in the 21st century? Through the
experiences of a hypothetical start-up company. Amateur histo-
rians and experienced software engineers Judy and Pete studied
this flood and applied the lessons they learned to the testing of
DamTracker, a mapping tool for displaying regional dam loca-
tions, applying outside factors such as seasonal weather patterns
and evaluating dam stability and risk to the surrounding area.

Lesson 1:Test Thoroughly
In 1879, the South Fork Hunting and Fishing Club purchased an old
dam abandoned 22 years earlier by the Pennsylvania Railroad. The
club set out to create an exclusive country club for wealthy steel barons
and financiers from Pittsburgh. Club members included some of the
most influential men of the day: Andrew Carnegie, Andrew W. Mellon,
Henry Clay Frick and Philander Knox. The owners authorized dan-
gerous modifications to the dam and took shortcuts with its mainte-
nance, all in the interest of profit and the convenience and pleasure of
club members and their families.

The lesson for today is to test better, more thoroughly and
without making cost a primary concern. When time and money
run short, cutting corners usually comes at the expense of the

JULY 2007 www.stpmag.com • 23

By Jennifer Brendlinger

Amassive wall of water—20 million tons, by  
some estimates—racing down a steep mountain,

Jennifer Brendlinger is a software test lead at Concurrent Technologies
Corp., a not-for-profit industrial and government consultancy. She lives
and works in Johnstown, PA.
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project. It’s critical that sound testing
techniques are used, and that the right
tests are selected to make the best use of
available resources. 

Join me now and follow the
DamTracker test team as they successfully
employ the techniques of equivalence
class partitioning, boundary value analy-
sis, risk-based testing and pair-wise testing.

Equivalence class partitioning and
boundary value analysis. The
DamTracker team found equivalence
class partitioning and boundary value
analysis techniques useful for two basic
testing problems: validation
of both user-entered data
and mouse-driven mapping
tools.

Equivalence class parti-
tioning reduces the number
of needed test cases by iden-
tifying classes of data. All val-
ues in each class are treated
the same so that only one
value in each class needs to
be tested. Boundary value
analysis—an offshoot of
equivalence class partition-
ing—focuses on the bound-
aries of equivalence classes.
Defects are typically found at
the edges of classes, resulting
in overlaps, out-of-bounds
conditions and other issues. 

For equivalence class par-
titioning, first identify the
equivalence classes; then cre-
ate one test case for each of
the classes. For boundary
value analysis, identify the
boundaries of each equiva-
lence class and create test
cases that use a value on the
boundary, a value just below
the boundary and a value just
above the boundary. 

Validating user-entered
data. The simplest entry
fields to test with these tech-

niques are those that contain a contin-
uous range of values. For example,
valid values for a latitude coordinate
field range from -90 to 90, and valid
values for a longitude coordinate field
range from -180 to 180. Table 1 shows
equivalence classes for these fields
along with sample equivalence-class
tests and sample boundary-value tests. 

Tests of boundary values and equiv-
alence classes may overlap; for exam-
ple, a latitude value of -91 would satisfy
both an invalid equivalence class test
and an invalid boundary value test. In

this case, the equivalence class test
could be eliminated unless the extra
test provides an additional level of
comfort for the particular application
under test. 

Validating mouse-driven mapping
tools.  An example of a mouse-driven
tool in the DamTracker application is
its measure tool. A user may measure
the distance between points on a map,
such as those across the span of a dam
or between a dam and populated areas. 

Using the same methodology dis-
cussed for user-entered data, Table 2
shows equivalence classes and associat-
ed tests for validating user clicks on the
map. 

Risk-based testing. Risk analysis is use-
ful for identifying testing priorities and
determining which features of an appli-
cation might require more thorough
testing. Risk is typically defined as the
likelihood that a feature or attribute of
the system will fail to operate correctly
multiplied by the impact of that failure
on the user. By ranking each feature
and attribute in this manner, a priori-

tized list is developed that
may be used to guide the
testing effort. 

Consider the following
illustration: The DamTrack-
er team spent most of its
time testing features of the
GUI, rather than focusing
on features with a higher
likelihood of failure. Such
features included those with
more complexity, a greater
number of interfaces or past
defects, and those that were
newly implemented or modi-
fied. In addition, attributes
of the system with a high
user impact such as perform-
ance, security, reliability and
portability weren’t given
much attention. 

The team, along with rele-
vant users, developed a list of
the system’s features and
attributes, determined the
impact and likelihood of their
failure, and established the
relative priority value. Using
their resulting prioritized list
(see Table 3), the team was
better able to focus its ener-
gies on ensuring that critical
components were tested—
and tested adequately. 

Pair-wise testing. When test-
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TABLE 1: UPPER CLASSES
Entry Field Valid Invalid Invalid Bottom-of- Top-of-

Equivalence Equivalence Equivalence Range Range
Class Class #1 Class #2 Boundary Boundary 

Values Values

Latitude -90 to 90 < -90 > 90

Sample Tests -45 -180 100 -91, -90, -89 89, 90, 91

Longitude -180 to 180 < -180 > 180

Sample Tests 150 -320 200 -181, -180, -179 179, 180, 181

Values below the
valid class

All valid values Values above the
valid class

TABLE 2: LOWER CLASSES

Equivalence
Classes

Northwestern
Hemisphere 
(90, -180) 
to (90, 0)
(0, -180) 
to (0, 0)

Southwestern
Hemisphere
(0, -180) 
to (0, 0)
(-90, -180)
to (-90, 0)

Northeastern
Hemisphere
(90, 0) 
to (90, 180)
(0, 0) 
to (0, 180)

Southeastern
Hemisphere
(0, 0) 
to (0, 180)
(-90, 0) 
to (-90, 180)

Equator
(0, -180) 
to (0, 180)

Prime
Meridian
(90, 0) 
to (-90, 0)

Invalid
Boundary
Value Test

(91, -180)
(90, -181)

(91, 180)
(90, 181)

(-90, -181)
(-91, -180)

(-90, 181) 
(-91, 180)

(0, -181) 
(0, 181) 

(91, 0) 
(-91, 0)

Valid
Boundary
Value Test

(90, -180)
(90, -180)

(90, 180)
(90, 180)

(-90, -180)
(-90, -180)

(-90, 180) 
(-90, 180)

(0, -180)
(0, 180) 

(90, 0)
(-90, 0)

Valid
Equivalence
Class Test

(-45, 45)

(-45, -45)

(45, 45)

(45, -45)

(0, -45)

(45, 0)

All valid values
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ing a variety of variables, each with many
possible values, many testers attempt to
brute-force their way through it by testing
every possible combination—or leave
many of the possibilities untested due to
lack of time. Smart testers, however,
understand that most bugs occur either
when a feature just doesn’t work (single-
mode defect) or when it’s combined with
another feature (double-mode defect). 

Pair-wise testing, also known as all-
pairs testing, significantly reduces the
number of test cases needed by pairing
each possible value of a feature to be
tested with every possible value of the
other features to be tested. This per-
forms tests for all single-mode and dou-
ble-mode defects, a more effective alter-
native to brute force. 

Consider this DamTracker scenario:
Prior to a major release, the client asked
that the highest-priority features of the
application be tested using the complete
test suite on seven browsers and three
operating systems. Using the risk analy-
sis in the previous example, it was deter-
mined that the highest-priority features
were data feeds and data filtering. 

At first glance, this might sound per-
fectly manageable: Two features, seven
browsers and three operating systems
multiplies out to only 42 test cases. But
considering that each feature itself has
20 existing test cases in the test suite,
that translates to 840 test cases—a sig-
nificant increase in time, money and
resources. 

Using a free tool called All Pairs, a
Perl script developed by James Bach
available at www.satisfice.com, the
DamTracker test team easily generated a
list of test cases to test all pairs (see Table
4). The number of test cases generated
by this tool was 17, a 40 percent decrease
from all possible combinations. At 20
test cases each, 340 total test cases is a far
more palatable number than 840. 

When all pairings of a value have
been achieved, the least-paired value of
the other cells in the test case is chosen,
and a ~ symbol is used to indicate that
any other value can be chosen without
compromising the all-pairs coverage. In
test cases 13–18, it doesn’t matter which
feature is tested. Also, test cases for
other high-risk or frequently used fea-
tures may be added, if desired.

Lesson 2: Perform Negative Testing
No one remembered or cared that the old dam
had already broken once before, almost 20
years earlier. The break had little effect on the

Johnstown area, since the reservoir wasn’t
full at the time and the creeks were low. Now
the club was shaving the top off the dam for
a road wide enough for two carriages to pass
comfortably. And even to the trained eye, the
slight sag in the middle of the dam—which
should have been cause for great concern—
went unnoticed and unrepaired.

A sagging middle meant that if the water
level, which was now only a few feet from the
top of the dam, started to run over the top, it
would do so at the center first, where the pres-
sure on the dam was the greatest.

The lesson here is to perform nega-
tive testing, which can be defined as tests

designed to show that the software does-
n’t work. It’s critical to the success of the
system being tested that its weakest
points and dependencies be identified.
Tests should be created to make the sys-
tem fail at its weak points and to deter-
mine how the system behaves under
extreme or unusual conditions. Armed
with this knowledge, system designers
can then ensure that the system handles
the conditions, or at least degrades 
gracefully.

The team was given a mandate that
their software should not crash, regard-
less of what action a user takes or the
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TABLE 3: A MATTER OF PRIORITIES

Feature

Data
Filtering

Data Feeds

Table of
Contents

Map
Display

Map
Actions

Saved
Settings

User
Preferences
and Dialogs

Map
Calculations

Indicator(s)

Number of

interfaces, com-

plexity, lack of

testing with

large datasets

Number of

interfaces, com-

plexity, lack of

testing with

large datasets

New platforms

and new soft-

ware

Defect history

New platforms
and new soft-
ware

Recently modi-
fied, complexity

New platforms
and new brows-
er software

Unchanged

Some features:
complexity,
recently modi-
fied, defect his-
tory 

Unchanged

Unchanged

Unchanged

Developed as
per client direc-
tion

Likelihood

High (3)

High (3)

High (3)

High (3)

High (3)

Medium
(2)

Medium
(2)

Medium
(2)

Medium
(2)

Low (1)

Low (1)

Low (1)

Low (1)

Attribute

Performance

Security

Reliability

Portability

Usability

Impact

High (3)

High (3)

High (3)

High (3)

High (3)

High (3)

High (3)

Medium
(2)

Medium
(2)

Medium
(2)

Low (1)

Low (1)

Low (1)

Indicator(s)

Key functionali-
ty for client
installations

Key functionali-
ty for client
installations

Critical attrib-
ute for client
installations

Critical attrib-
ute for client
installations

Critical attrib-
ute for client
installations

Highly used
functionality

Probable plat-
forms and
browsers are
the least tested

Integral to the
system

Moderate
usage

Loss of produc-
tivity

Lesser used
functionality

Margin of error
is acceptable

Client approved
beta version

Priority

9

9

9

9

9

6

6

4

4

2

1

1

1

Likelihood x Impact



status of background servers. Graceful
degradation, such as slower response
time, was acceptable in most cases. To
validate this mandate, they needed to
test all normal and abnormal condi-
tions. Their first step was to identify the
failure points in the application. The
types of questions that the team asked
included:

• Where does the input come from?
• Where does the output go?
• What external resources are used?
• What interfaces are involved?
• What constraints are imposed on

the application?
• What kind of extremes might the

application experience? 
After gathering the answers to these

questions, they broke their negative
testing into five categories: input valida-
tion, missing resources, known con-
straints, functional extremes and non-
functional extremes.

Input validation. The team used
equivalence class partitioning to identi-
fy valid and invalid values for each field
that accepted user input, and for each
tool that accepted input from the
mouse. 

In addition to standard invalid values
identified by using this technique, they
also identified other problematic input
that could be entered by a user:

• Spaces
• Special characters such

as the percent sign (%),
the ampersand (&), the
forward slash (/), the
back slash (\) and others
used in escape sequen-
ces

• Character combinations
including forward slash-
es, back slashes, single
quotes and double
quotes, such as {}|[]\:”;’<
>?,. and ,./.

• SQL code that could be
used by SQL injection
attacks to access a back-
end database

• JavaScript code that
could be used to manip-
ulate the graphical user
interface

Missing resources. A number
of back-end servers were
required to provide user secu-
rity and mapping features, as
well as data feeds and data fil-
tering capabilities. The nega-
tive test cases developed to test

missing resources identified the
resources involved, the application fea-
tures affected, and how to simulate the
problem being tested. Such problems
include deleting log-on accounts or user
preference files, taking individual back-
end servers offline and removing
Internet and/or network access.

Known constraints and other weak
points. Known constraints for an appli-
cation may be imposed by the require-
ments, available technologies or limits
of those technologies. In addition,
other factors such as development
methodologies and preferences may
influence these constraints or cause
their testing to fail. Negative testing
should take all these constraints and
additional factors into account.

Requirements for the DamTracker
application included constraints for
multiple browser support and mini-
mum screen resolution. Testing prima-
rily focused on the lowest level of each
required Web browser. However, as fea-
ture support changed with new service
packs or new releases, negative testing
was conducted that focused on those
feature changes. 

Testers were free to use the screen
resolution of their choice for most test-
ing. To ensure that the minimum
requirement of 800x600 resolution sup-
port was met, negative test procedures

were developed that focused on func-
tionality that was screen-resolution sen-
sitive, such as user dialogs. These proce-
dures were always run with 800x600 res-
olution. In addition, after determining
that the development team had specific
Web browser and screen resolution
preferences during their development
activities, the test team used different
ones to quickly find GUI errors.

Functional extremes. It’s essential that
negative testing be used to identify
those features that could be affected by
extremes in user inputs or user actions.
Inevitably, if such problems aren’t
found in test, they’ll certainly be found
in production by unsuspecting users.
From a functional, GUI perspective, the
DamTracker test team found three vul-
nerable areas that required this type of
negative testing: text fields, the table of
contents and user preference files.

To test how the system responded to
extremely large input values, testers
used PerlClip, a free tool also developed
by Bach and available at www.satisfice
.com. The tool generates text values of a
specified length that can be pasted into
a text field. Testers progressively
increased the size of the text value until
an error was thrown. This strategy
allowed them to identify and fix those
errors that locked up the browser or
caused a server to fail.

The system also was evalu-
ated to determine the fea-
tures that changed in size
over time, as in number of
items. Most features per-
formed correctly regardless
of the number of items, but
the table-of-contents feature
was found to degrade in
response time to an unac-
ceptable level after a large
number of data feeds were
added to it. In addition, an
unusually large table of con-
tents, combined with other
user preferences, caused the
saving of user-preference
text files to fail on certain
server configurations.

Nonfunctional extremes.
Negative testing also must be
performed to determine the
system’s stability in extreme
conditions, such as low mem-
ory, long running time, larg-
er number of users or heavy
load. This type of negative
testing uses nonfunctional
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TABLE 4: IN-DEPTH

Test Case

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

High-Priority
Feature

Data Filtering

Data Feeds

Data Feeds

Data Filtering

Data Filtering

Data Feeds

Data Feeds

Data Filtering

Data Filtering

Data Feeds

Data Feeds

Data Filtering

~Data Filtering

~Data Feeds

~Data Filtering

~Data Feeds

~Data Filtering

~Data Feeds

Operating
System

Solaris

Windows 2000

Solaris

Windows 2000

Windows 2003

Solaris

Windows 2003

Solaris

Windows 2000

Windows 2003

Windows 2000

Windows 2003

Windows 2003

Windows 2003

Windows 2000

Windows 2000

Solaris

Solaris

Browser

IE6 SP1

IE6 SP1

IE6 SP2

IE6 SP2

IE7

IE7

Mozilla 1.7

Mozilla 1.7

Firefox

Firefox

Netscape

Netscape

IE6 SP1

IE6 SP2

IE7

Mozilla 1.7

Firefox

Netscape

http://www.satisfice.com


testing strategies such as performance
testing, load testing and stress testing.

Using an automated load-testing
tool, the team conducted performance
tests to evaluate these factors using min-
imal load and a minimal number of
users. This was done to help identify
memory leaks and other resource-relat-
ed problems. They conducted load test-
ing to determine the maximum number
of users that DamTracker could success-
fully handle without degradation and
how the system would behave with
extreme numbers of users. This also
helped identify any concurrency prob-
lems or threading issues. They also per-
formed stress testing to determine how
the system operates at a peak load with
extreme usage of resources, including
memory and network bandwidth. This
information also helped with capacity
planning and identifying limitations of
servers or their configurations.

Lesson 3: Create an Effective 
Test Team
Knowing the potential for flooding in the
area and the fragility of the dam, Daniel J.
Morrell, the head of Cambria Iron Works,
tried to convince the dam’s owners to make
the needed repairs. When his appeals were
ignored, he even went so far as to join the
South Fork Hunting and Fishing Club, just
to keep an eye on things. But Morrell died in
1885, four years before the flood, leaving no
one with the passion or the clout to continue
his fight. The repairs were never made.

An effective test team should not be
dependent on just one person. Test
plans should consist of a variety of roles,
responsibilities, skills, backgrounds and
ways to attack a problem. The goal is to
continually build the skills and diverse
experiences of team members so as to
minimize the impact of any single mem-
ber of the team, should someone
become ill or decide to leave. 

An effective test team incorporates
many roles and responsibilities. The
breadth of tasks usually assigned to a
test team requires that team members
have many different skills, the more var-
ied the better. Tasks such as developing
and performing tests—both manual
and automated—updating documenta-
tion and maintaining the test environ-
ment can’t be performed effectively by a
single person.

Test team roles and responsibilities
include:
• Test lead. Plan, coordinate and sched-

ule the testing effort. Design tests

using formal testing techniques.
• Functional testers. Exploratory testers,

scripted testers.
• Technical testers. Possess the program-

ming skills needed to create and
update test scripts.

• Communication skills. Communicate
with the test team, the development
team and management. 

• Writing skills. Write, update and review
documentation.

• Hardware/software experience. Maintain
the test environment.

• Tools experience. Perform automated
functional and nonfunctional testing.

As software engineers with experi-
ence on numerous successful project
teams, Judy and Pete recognized the
value of varied skills and backgrounds
when they started up the DamTracker
test team. Their goal was to create a test
team that could first play an investiga-
tive role, working closely with the devel-
opment team to diagnose problems and
improve the software. Second, the team
would act as an independent verifica-
tion and validation group to evaluate
the software at the end of the process. 

To accomplish this, they selected
team members with experience across
the testing spectrum—design/execu-
tion, manual/automated, program-
mers/nonprogrammers—all with ex-
cellent communication skills. Judy and
Pete also offered novice testers several
opportunities to increase their testing
skills and knowledge of DamTracker—
achieving testing certifications to
ensure that they understood basic 
testing concepts, performing paired
testing with experienced testers who
also served as project mentors, and
reviewing project documentation 
and using it to perform testing 
activities. 

To minimize the impact of someone
leaving the team, Judy and Pete made
sure that all members understood the big
picture of the project, including its goals
and objectives and its design and devel-
opment methodologies. They main-
tained good documentation, including
installation procedures, configuration
guides and test plans and procedures;
documented defects and change requests
in a bug-tracking system; and stored all
project code, documents, reports and
scripts in the team’s configuration man-
agement (CM) system.

Several types of project and test team
meetings—conducted regularly—
helped ensure that everyone stayed up-

to-speed on plans and expectations:
• Kick-off meetings. Introduce iterations,

testing phases or new tasks.
• Weekly status meetings. Discuss what’s

happening and what to expect.
• Test readiness review meetings. Kick off

testing a new release by discussing
tasks, responsibilities, schedules,
expectations, test equipment availabil-
ity and the testing process.

• Post-test analysis meetings. Wrap up
release testing by discussing the status
of the testing effort and the next steps,
conducting a “post-mortem” and gath-
ering lessons learned.

• Brown-bag sessions. Training sessions to
keep team members up-to-speed on
tools and techniques. 

One team member was designated to
create meetings minutes, distribute
them to all team members and post
them in CM to ensure that missing team
members received the same message. 

The key to the success of these meet-
ings was treating all team members with
respect, making it clear that all thoughts
and ideas were valued, and giving every-
one a chance to speak. 

How to Avoid Disaster
On May 31, 1889, after more rain than any-
one could remember, water started to run over
the top of the South Fork Dam. Soon it was a
lake two miles long and more than a mile
wide, with nothing to keep it from spilling
into the valley below. With a force engineers of
the time estimated to be that of Niagara Falls,
a wall of water and debris 40 to 60 feet high
raced down the valley at speeds between 15
and 40 miles per hour, leveling everything in
its path. 

Avoid this cocktail for disaster on
your project by remembering to test
thoroughly, use proven testing tech-
niques, perform negative testing to
understand the application’s failure
points, and create an effective test team
that encompasses a wide variety of skills
and backgrounds. û̈
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Yes, build scripts are complicated, but builds don’t have to be. 
A common misconception of the software build step is that

it’s a complicated process requiring highly customized build
scripts written and maintained by a set of developers or by a
build guru known as the “Build Meister.”

With the growing acceptance of agile development, the
antiquated process of creating highly customized scripts for
each object (.dll, .exe, .war, .jar, .ear, etc.) needs to go the way
of the eight-track tape. Custom builds are inefficient, create
hidden and unplanned costs, and add unnecessary risk to pro-
duction environments. Reuse, traceability, visibility and sim-
plicity are the order of the day.

To deal with the issues with build scripts, you must
understand the individual pieces that make up the build
puzzle. Looking at a build script may make your eyes glaze
over, but if you know what you’re looking for, you’ll find
critical information about how your applications may or

may not have been built. 

Only the Few
If you’re not a developer, it’s not important

to understand all of the pieces that make

By Tracy Ragan

S cripts, scripts and more scripts.” This might be the
best way to describe most software build systems.

Tracy Ragan is co-founder and COO of OpenMake Software.

“
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up the build process. You need to understand only the few
pieces of the build that complete the picture. These few
pieces provide the traceability necessary to validate that the
source code you believe to be production-ready is indeed
used to create the production executables. In other words,
you need understand only the pieces that matter.  

The three most critical questions to
ask about the build script you need to
understand and validate are:  

• What directories were used to find
the source code included in the
build?  

• What are all the source code and
library dependencies the applica-
tion requires for the build? 

• What compile/link flags were used
to configure the build? 

If you can answer these three basic
questions, you can understand and
improve your build-to-release process. 

This information also will allow
teams to begin understanding the prob-
lems of manual ad hoc build processes
and what audit steps need to be com-
pleted to improve the build. Also, this
knowledge permits informed decisions
about the long-term use of ad hoc build
scripts by highlighting the challenges
they represent.  

Build-Script Basics
To get started, we’ll refer to the sample
make and Ant/XML scripts in Listings 1
and 2 (page 16). But before we review the
scripts line-by-line, it’s helpful first to
understand the basic format of build
scripts and how they execute. 

Developers who use make to manage the compile process
are primarily C and C++ programmers. A make script is writ-
ten using a scripting language called make and then passes to
a program called make or some derivative such as nmake, gnu-
make or imake. Exact script syntax varies depending on the
version of the make program used. 

Ant/XML scripts are primarily for Java. Ant is actually not
a scripting language; it’s a wrapper for the Java compiler that
encompasses a set of functions that perform common tasks
needed for compilation.   

Ant is delivered using XML, which itself can be executed
without compilation. Java developers using Ant write XML
scripts that call Ant functions to perform the Java compile
process.  

Going back to the sample make and Ant/XML scripts in
Listings 1 and 2, items highlighted in blue show environ-

mental variables and scripted variables
used to define directory locations.
Items highlighted in pink show 
application dependencies, and the
items in yellow indicate the build con-
figuration elements, including compile
and link flags.  

Items highlighted in blue show that
the directories containing the source
code used for the build are defined by
the build script, not by the SCM tool, as
many IT professionals may believe.
Controlling what source code is used in
the build is a critical piece of the build
process. Without that control, there is a
mismatch between the approved source
code and the deployable objects running
in production. 

This information also is essential to
meeting audit mandates, which require
the ability to demonstrate how a partic-
ular change got to production. If you
don’t have matching source-to-
production binaries, you can’t show this
audit trail. 

Our make script example (see
Listing 1) shows how some of the
source code directories are managed.
The items highlighted in blue are three
include directories, represented by
scripting variables called INCDIR,

INCDIR2 and INCDIR3. These script variables are further
defined using environmental variables that are set at the
operating system level and referred to as ROOTDIR and
ARCHDIR. At the time of the compile, environment vari-
ables are set on the machine to define the directories where
the source code is to be picked up by the compiler. Each
time the build is executed, the settings can be changed. For
example, these variables could be defined as: 

ROOTDIR = .
ARCHDIR = X:\mylibs\ 

Putting

Together The

Build Puzzle 

Might Be

Easier Than

You Think
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In the definition of ROOTDIR, the
. refers to the actual directory from
which the build is executed. If the
build was being executed in c:\build,
the INCDIR setting would resolve to
c:\build\include. In the second and
third cases, the INCDIR2 and
INCDIR3 variables would resolve to
X:\mylibs\source\include and X:\mylibs
\source\include\vbx, respectively.

In the blue lines near the middle of
the make file, the LIBDIR variable is
completely defined by the machine
environment-variable setting. This
could point to any location across the
enterprise, and can be changed with-
out an audit trail each time the build is
executed. 

Using environment variable set-
tings in this way is common to build
scripting, and in some cases, must be
done this way. Unfortunately, this
makes auditing the directories that
were used in the build quite difficult.
A large majority of the source code will
come from the default location of the
local build directory (in our example,
c:\build). 

This means that you can check
source code out of your SCM tool into
the build directory and be confident
that you’ve identified some of the
source code used in the build. But the
goal must be a 100 percent auditable
process, not just a best guess. 

It’s particularly important to know
the location and versions of third-party
libraries such as SOA objects, compiler
objects, database libraries and commu-
nication middleware. These libraries
are referred to in the make file, but
their locations are determined by envi-
ronment variable settings and script
variable settings such as our INCDIR2
and INCDIR3 directories.  

These types of third-party objects
are rarely managed in the local build
directory, and there’s no easy solution
for auditing where the compiler
locates these types of objects with
make files. Therefore, a manual audit
of the build is required at the time of
build execution.

Hard-Code Directories
With the lack of a clear audit trail for
critical libraries, ad hoc scripts written
this way can’t accurately meet audi-
tors’ most basic requirement: match-
ing source to production executables.
To validate where library and source
code artifacts came from in the build,
the use of environment variables and
script variables should be minimized.
Hard-coded directories can solve the
problem of traceability, but limit the
make script to execution across differ-
ent machines.

Ant/XML scripting uses variables
in a similar way, and for the same rea-
sons. In Listing 2, the sample
Ant/XML script, notice the many uses
of environmental and script variables
(in blue) to define where source code
is being referenced. 

Again, using variables in the script
allows the script to be more easily exe-
cuted on different machines, but a
clear understanding of what source
code is being used by the compiler is
lost. Matching source to executables is
literally impossible.

KEY:

LISTING 1: MAKE STUFF UP

KEY:

LISTING 2: DEFY ANT DEPENDENCIES



JULY 2007 www.stpmag.com • 31

LITTLE PIECES

Limit Dependencies
Dependencies are another crucial
build-scripting component. The core
of build management is the manage-
ment of dependencies, which, in make
scripting, are often listed manually.
Dependencies can include files with
extensions such as .o, .obj, .h,
.jar and .war, as well as class
files. They instruct the com-
piler which files to include
when assembling the final
product.

The person responsible for
listing the dependencies is
often a developer who’s inti-
mately familiar with the appli-
cation. Shown highlighted in
pink, dependencies are the
dependent objects required
to create the deployable
object with make. Similarly,
the Ant/XML items high-
lighted in pink are the names
of the Java dependencies needed to
assemble the Java objects. 

Since coding of dependencies is
generally done manually, a common
build problem results from their neg-
lect. When this occurs, the build could
break or a production runtime error
could occur. A better approach is to
remove dependency management
from the developer’s task list and auto-
mate through an accurate dependen-
cy-scanning tool. As applications grow,
the dependency list increases. With
most large applications, the depend-
ency list grows so large that it becomes
impossible to manage by hand.  

The final critical piece of the build
puzzle concerns the most overlooked
area of build management: the tracing
and managing of compile and link
flags. The frequent source of broken
builds and production problems,
something as simple as running a pro-
duction build without the debug flags
turned on can cause many problems,
regardless of the script.  

In some cases, script variables are
used to assist in this matter. But most
of the time, the script must be careful-
ly audited, as the compile and link
flags can be set at every step of the
script. Even if a script variable is used
to define the flags, there’s no guaran-
tee that the variable hasn’t been over-
written somewhere deeper in the
script. 

The items highlighted in yellow
show some of the locations that com-

pile and link flags can be set. The
hardest part of performing an audit of
the compile and link flags is that it
requires a close familiarity with the
scripting language to find each place
that flags are defined. 

At minimum, an audit of the pro-

duction build script should be com-
pleted to confirm the absence of
debug flags and other build configura-
tion settings that may have an adverse
affect on the outcome of the produc-
tion executables. 

Build-Script QA
When performing a build-script audit,
it’s usually necessary to work with the
script’s original author. I recommend
a walkthrough of build-script code
before the first production build
occurs.  

To simplify your QA check of the
build, focus on its three core compo-
nents: environmental and scripted
variables, dependencies and build

configuration elements. In most cases,
testing anomalies and production
problems are caused by mismanage-
ment of, or an error found in, one or
more of those components.  

Software is built with the careful
assembly of many little pieces and

parts, each of which must fit
together consistently for a
build to be repeatable and
auditable. When build com-
ponents are managed cor-
rectly, not only will you build
better software, you’ll also
have traceability from the
development to the release
process. 

To trace the build itself,
the three core areas must be
exposed and documented.
The source code directories
should be clearly defined,
the listing of the dependen-
cies should be automated,

and the management of the compile
and link flags should be centralized. If
your build process relies on manual
scripting, a process should be in place
for a code review of the build scripts
that focuses on the core areas at each
step in the build script.  

The software build is a mature dis-
cipline that’s being examined in a new
way. Today, IT professionals have com-
mercial and open source options to
help with the process that may not
have existed when their original
scripts were written. And with today’s
shrinking product cycles, agile meth-
ods and mandates for accountability,
testers are better safe with an automat-
ed solution than sorry without one. û̈

BUILD MEISTER OR UNSUNG HERO?

The developers and testers who have spent years writing and maintaining scripted build sys-

tems are unsung heroes. Build scripting is a thankless job and requires work to be done after

hours, at home or on the weekends. Once a developer volunteers for this job, he often finds

himself serving as the lab assistant, answering detailed questions about file dependencies and

how to use compile/link flags.

A downward spiral occurs, and before the team members realize it, they have one or more

critical developers doing nothing but managing these build scripts, without the ability to eas-

ily collaborate changes or communicate the critical details. Ironically, overall development

tools have matured over the years, focusing on productivity solutions such as IDEs that gen-

erate code for standard functions and routines, but the process of assembling a complete

software application from source code to deployable objects remains a manual, highly cus-

tomized scripted effort. Keeping this in mind, be kind to your developers who write these

scripts—you may need their help in auditing them.

•
Since coding of dependencies is 

generally done manually, a common

build problem results from their neglect.

•



developers must be mindful of both
hardware and software. 

To help enhance application per-
formance, designers often turn to a
multithreading model as their primary
component-processing technique. To
design a component for optimal per-
formance, the designer must identify
and break down each process into its
constituent subprocesses. Each sub-
process can then be assigned an inde-
pendent thread. 

Major benefits of multithreading
include shorter response times, more
efficient processor utilization and
resource sharing. Although a thread
might be blocked while waiting for
another event to complete, the model
ensures that all independent sub-
processes can be executed. Multi-
threading’s concurrency also can be
useful to work around other perform-
ance constraints. 

However, the technique has limita-
tions that can impact later phases of a
project and create the potential for
rework. The performance gains for a
multithreaded component depend on
the capacity of the platform on which
it’s deployed and the ability of the
developer or platform to handle dead-
locks and other related conditions. 

Java is well suited for component-

based development and offers mature,
well-documented multithreading capa-
bilities. It also deals effectively with
heterogeneous systems. 

This article explores Java’s thread-
ing feature and includes behavioral
results of multithreaded programs
under various loads and on different
platforms. We’ll examine the behavior
of components as the number of
threads increases and quantify the lim-
itations. We’ll also provide a compari-
son with design alternatives wherever
applicable.

Test Methodology
Single- and multiple-processor systems
were chosen for tests, both using a
native thread model. The single-
processor system was equipped with a
1.5GHz x86 processor running
Windows XP with 512MB RAM. The
multi-processor system was equipped
with 6 SPARC 366MHz processors, run-
ning Solaris 8 on 1792MB RAM. The
mpstat command was used to track the
processor usage. 

Testing was designed to simulate
two types of workload: processing and
I/O. To compare performance,
processor utilization and turnaround
time of the process under test were
measured and stored in a matrix.  

Table 1 shows the number of
threads that began and ended at each
event. In the test code, a Threadpool

Controller accepts the request and cre-
ates a pool called WorkerThread (not
shown). The WorkerThread executes
either an I/O Workload or
ProcessingWorkload handler. These
handlers encapsulate the implementa-
tion for creating the workloads. The
I/OWorkload reads a data file consist-
ing of tokens. Each line of the data file
consists of one token. The handler
tries to read the tokens from the data
file. The tests were conducted with a
data file consisting of 1 million tokens,
random text strings of varied lengths. 

With a single-threaded application,
the thread reads the whole data file.
With multithreaded applications, the
data file is divided into logical sections
containing equal numbers of tokens.
Each thread reads one logical section
from the data file beginning at a spec-
ified location. The reader threads use
RandomAccessFile to move the file
pointer to the beginning of the section
in the data file. The thread pool used
for the tests is homogenous and con-
sists of threads created either for file
I/O or processing workload. 

Constant Processing Workloads 
Single-processor platform with increased
number of threads. This test scenario
captured the throughput time needed
by the Processing Workload handler to
process the workload on a single
processor platform. The test program
was sampled with various numbers of
worker threads. To achieve a constant
workload, processing was divided

Multithreading:No
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equally among all the worker threads.
Results plotted as a mostly flat line,
showing relatively constant through-
put time as the number of processing
threads increased. This demonstrates
that there is no gain in throughput
performance when the processing
workload is distributed among multi-
ple threads. 

Multi-processor platform with
increased number of threads. This test
scenario captured throughput time
needed by the Processing Workload
handler to process the workload on a
multi-processor platform. The test pro-
gram was sampled with various num-
bers of worker threads. To achieve a
constant workload, processing was
divided equally among all the worker
threads. When plotted, data showed an
initial performance gain as the num-
ber of processing threads increased.
However, throughput began to lag as
the number of processing threads
passes 25.

Single-processor platform with

increased number of threads. This test
scenario captured the throughput
time needed by the handler to process
the workload. The tests were conduct-
ed on a single-processor platform in
two iterations. Iteration 1 captured the
time taken for processing by a single-
threaded program with increases in
processing workload. In iteration 2,
the additional processing workload
was handled by additional worker
threads, each handling the same work-
load. Hence, the total workload
increased with each increase in the
number of threads. 

Plots of throughput times for itera-
tions 1 and 2 on a single-processor
platform showed that as workload
increased, throughput time increased

for single- and multithreaded process-
es with increasing workload at roughly
the same rate. 

Multi-processor platform with
increased number of threads. This test
scenario captured the throughput
time needed by the Processing
Workload handler to process the work-
load on a multi-processor platform.
Scenario 1 captured the throughput
time by a single-threaded program
with an increase in processing work-
load. Scenario 2 captured the through-
put time for a multithreaded program
for the same workload. Each thread
handled the same workload. Hence,
the total workload increased with an
increase in the number of threads. 

Speed Comes In Last
Application performance is often
thought of late in the development life
cycle. The performance-testing phase,
aimed at verifying an implementa-
tion’s ability to meet speed require-
ments, must by nature be scheduled

after features are implemented or
enhancements become stable. In some
cases, performance issues aren’t
detected until after deployment. 

Such late detection can lead to
rework, potentially ranging from one
or more small changes in specific com-
ponents to broad rearchitecting of an
application that can jeopardize the
project. It is therefore critical that
design decisions for component per-
formance be based on proven and reli-
able techniques. 

Now, let’s examine the test results
for reading a large data file using mul-
tithreaded and optimized read
designs.

Single-processor platform with
increased number of reader threads. The
test scenario captured the throughput
time needed by the I/OWorkload han-
dler to read the data file. The tests
were conducted on a single-processor
platform. The program was sampled
with different numbers of reader
threads—each thread reading a sec-
tion of the file. Figure 1 shows the
throughput times taken to read the
file for various numbers of reader
threads. 

In the above scenario, CPU utiliza-
tion was 100 percent for a process with
one reader thread. Based on the above
result, it can be inferred that when the
processing capacity of the platform is
maximized (CPU utilization is 100 per-
cent), increasing the number of
threads does not lead to gains in
throughput.

Multi-processor platform with increased
number of reader threads. This test sce-
nario captured the throughput time
needed by the process to read the data
file. The program was sampled with dif-
ferent numbers of reader threads. An
initial decrease in throughput was
observed for this platform (see Figure
2), and the gain remained flat as the
number of reader threads increases.
CPU utilization increased with the num-
ber of threads on single- and multiple-
processor platforms. 

We conclude that the size of the
processing thread pool increased
throughput. These performance gains
were achieved as long as the platform
had a spare capacity. Once processor
utilization reached 100 percent, pro-
cessing time increased and through-
put was reduced (not shown). 

Addressing Performance Is

Best Done With A Balance

Of Hardware And Software



Design Alternative
The I/OWorkload handler considers
each line of data as a single read oper-
ation. For the optimized read model,
the technique was revised to consume
a set of lines for each read operation.
The BufferedReader class was used for
reading these blocks. Tests of the opti-
mized read model were performed
using same data file on single and
multi-processor platforms. 

Comparing the results of line-by-
line reads (Scenario 1) versus the
design alternative (Scenario 2) on a
single-processor platform (both use a
single-thread method), we saw per-
formance gains of using the optimized
read model on a multi-processor plat-
form. The lowest processing time is
taken as reference (1X). 

From the test results, we conclude
that an optimized read model on single-
and multithreaded platforms provides far
greater performance gains compared
with multithreading. Therefore, per-

formance tuning for
I/O intensive appli-
cations should con-
centrate on the read
algorithm rather
than threading.  

The throughput
time for a single-
threaded process
increases with an
increase in process-
ing workload. How-
ever, in the case of
a multithreaded
process, consider-
able gain is ob-
tained from a per-
formance perspec-

tive. The tasks running on multiple
threads get assigned to different
processors and so the capacity of the

platform is used more effectively.
In case of a single-threaded process

on a multi-processor platform, the

processor usage remains constant, lim-
ited to one processor with increase in
the load; hence, the throughput time
for processing increases. However, for
a multithreaded process with an
increase in thread number, multiple
processors become engaged, so we see
a considerable reduction in the
throughput time. However, the plot
also shows that platform processing
capacity (CPU utilization) is exhaust-
ed once 20 threads are created.
Hence, there is a considerable
increase in the throughput time for
processing.

Consider Context
Performance problems always have
multiple dimensions. The capacity of
the deployment platform and the
design of the software component play

a key role in design success from the
performance perspective. It’s in this
context that we’ve studied the behav-
ior of the multithreaded component
on single- and multi-processor plat-
forms. 

Platform capacity is key from a per-
formance perspective, and a multi-
threaded model is not always the best
way to solve performance issues.
Existing capacity utilization needs to
be assessed, and design alternatives
should be explored. Design alterna-
tives can give considerable returns
compared with the multithreaded
model. û̈
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I should start with a dis-
claimer: I don’t know Lars
Thorup from Adam. If I
happened to find myself
behind him in line at a
Starbucks in Copenhagen
—where his BestBrains con-
sultancy is based—and he
turned to say hello, I’d like-
ly reply with a blank stare
and a cordial but clueless
greeting. “Friendly folks
here in Denmark,” I’d be thinking. 

But I am familiar with Thorup’s ideas
on software, at least when it comes to
defect tracking. And what I know from
reading his April 2007 article “Why Bugs
Should Not Be Tracked” on the
BestBrains Web site (www.bestbrains
.dk/english.aspx/Articles/Why_Bugs
_should_not_be_Tracked), I like very
much. 

Thorup, an obvious proponent of
agile programming, makes his case by
mocking the problems associated with
most defect-tracking tools. 

“A bug-tracking system feels so nice,”
he writes drolly, scoffing that “Eighty
percent of the use of the system is input,
and when it is actually used for serious
output, the massive number of bug
reports prevents your overview and is
mostly a cause of frustration.”

Though written with a good-natured
tone, Thorup’s thesis sparked no small
amount of ire in a discussion thread 
at the Joel on Software discussion 
group (discuss.joelonsoftware.com
/default.asp?design.4.494662.2). Devel-
opers and testers weighed in from
Montevideo, Uruguay; Metairie, Loui-
siana; and a host of similarly far-flung
locales. Their feelings about Thorup’s
ideas, however, were closely clustered
about a single opinion, best summar-
ized by Texas-based programmer Jim
Howard. 

“The… article is one of the silliest

things I’ve ever read,”
writes Howard in an April
24 posting. Later, Howard,
a programmer at Austin-
based Affinegy, is even
more scathing in a mid-May
one-on-one interview for
this column. “From the
point of view of a client-side
programmer, [Thorup’s]
article was beyond incor-
rect,” says Howard, who has

been writing code for a living since retir-
ing from the U.S. Air Force in 1994. “It
was insane.”

Baring Your Defects 
I know what you’re thinking—that even
in industry trade journalism, there’s
nothing like a good dustup to draw a
reporter’s attention. To a certain extent,
that’s true, but there’s more here than
yet another technology-related flame
war. The vigor of the rebuttals, the
detailed justifications of adopting
processes and using efficient bug-track-
ing tools, and the subtle personal digs at
Thorup got me thinking. To mash up a
quote from the Bard himself, I suspect
that these developers doth protest too
much. In other words, I think Thorup is
onto something. 

“I believe that it’s ultimately a zero-
sum game–you will either spend money
to improve your software, or you will lose
money as clients go elsewhere,” says
Cade Roux, director of information sys-
tems at OCA Inc., a Louisiana-based
consulting firm that provides a variety of
business and technology consulting to
dentists and orthodontists. “With the
interconnected Web, if you trust your
customer to find their own solutions to
problems with your software, they will
find their way right into a competitor’s
arms, too.”

But what if—as the agile-focused,
wiki-loving Web 2.0 crowd urges—you

treat your customers as collaborators?
This approach is likely helping to fuel
one trend in defect tracking—the grad-
ual opening-up of bug databases to the
wider world. And the new ethic of rela-
tive transparency is being practiced far
beyond small, edgy start-ups. Google
“public bug databases” and you’ll find
prominent examples from Microsoft,
Apple and Sun. 

For example, Connect, Microsoft’s
public bug database, received 10,000
external submissions related to Internet
Explorer 7, according to the April 9 post-
ing on the MSDN blog of PeteL, a man-
ager in the Internet Explorer developer
group. That’s not to say that Microsoft
has figured out all the nuances that
come with embracing an open, develop-
er- and customer-centric approach to its
code. In his blog, PeteL talks openly of
the challenge of being overwhelmed by
duplicate or even downright dumb
entries, such as “IE sucks.” 

“There are people on the IE team
who are very much opposed to opening
Connect [the database] again,” he
writes, “primarily because we can’t han-
dle the volume of feedback that you
have to give.”

I happen to think that trend toward
openness will continue in Microsoft’s
IE group, especially considering the
meteoric rise of a modest little open-
source browser called Firefox. In fact,
Microsoft might well consider borrow-
ing the process used by the Mozilla
folks to avoid being swamped by bug
submissions. 

Consistent with the open source ethic,
anyone can flag a bug in Firefox.
However, it falls to a relatively large group
of trusted volunteers to triage these
unconfirmed bugs, of which only a hand-

The Best Defect-Tracking
Process May Be None At All
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ful are ever passed along to those in the
Firefox community who actually main-
tain the browser’s code. 

“Your problem is that you’re still
thinking about too tall a ‘wall’ between
Microsoft and the outside community,”
writes Stuart Ballard in a comment
appended to PeteL’s April 9 posting.
“Microsoft has limited resources to triage
bugs, the community has unlimited
resources to submit them. Of course
that’s not going to work. But there’s no
reason you shouldn’t use the communi-
ty’s resources to do the triage too!”

If the task of identifying, prioritizing
and even resolving bugs is slowly being
pushed out beyond the boundaries of a
company’s core developer/QA team, it’s
reasonable to ask a slightly pointed and
even rude question: Just what do we need
all these coders and testers for, anyway? Is
it possible that some of the loudest critics
of a community- and agile-driven
approach to defect-tracking projects are
in fact worried about their own profes-
sional hides? 

“I doubt that anybody who works as
a professional software tester is realisti-
cally worried about any ‘agile’ method-
ology doing away with the need for
their job,” says Mark Bessey, a platform
QA manager for ZING Systems in
Mountain View, California. “In every
case I’ve seen where a skilled tester was
turned loose on code that was consid-
ered ‘finished’ by the developers,
they’ve found large numbers of bugs,
usually very quickly.”

But can they do it faster than the col-
lective swarm outside the company? And
besides, this obsession by QA to identify
bugs isn’t necessarily a good thing. At
many companies, internal teams diligent-
ly find and file their bugs in a sophisticat-
ed bug-tracking database. Priorities are
assigned (1 for severe, 2 for moderate,
and so on), reports are generated, and
management feels good about things
being in control. 

“Soon there are so many bug reports
in category 1 that it seems clear that only
category 1 reports will ever get fixed,”

laments Thorup. “And then it becomes
important to distinguish between all the
category 1 reports. So after awhile, the
categories are supplemented by special
lettering (making the title start with an
asterisk mark), other attributes and new
categories (0 = really, really serious and
important bug).”

Kudos to Thorup for highlighting
some of the absurdity associated with
tracking bugs today, a problem that is
exacerbated in too many contexts. From
what I gather, Thorup is still mostly
anonymous on the tech scene. Still, he
probably won’t be invited to speak any-
time soon at the myriad conferences fre-
quented by the traditional code, test and
QA crowds—a bummer, since a rebound-
ing tech industry means that many of
these events once again are loaded with
lots of free food and drink. 

But Lars, if it’s any consolation, 
the coffee is on me if we ever happen to
see each other at Starbucks—in
Copenhagen or otherwise. I just hope I
recognize you. û̈
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What makes a good soft-
ware tester? This can be
answered in different ways.
A good tester has qualities
that range from excellent
people skills to a penchant
for new technologies. 

And while it’s often
considered important to
be an optimist, a software
tester must develop a “pes-
simistic” view of things.
Having a skeptical approach during
testing is helpful in a number of ways.

I’m a software tester by profession.
In discussions about executing a proj-
ect, my first words normally are, “In
the worst-case scenario…” Similarly,
when considering buying car insur-
ance, I advise, “Get the best possible
insurance even though it costs more,
because in the worst-case scenario…”  

Given these examples, some might
say I have a negative outlook; that I’m
skeptical or a pessimist. But with
respect to being an efficient tester, I
believe this is a useful quality that can
help uncover errors that otherwise
might go unnoticed.

Be Skeptical of Application
Functionality
An application can have functionality
that ranges from the simplest to the
most complex. It’s very important to
have a pessimist’s view of every appli-
cation function. 

This way of thinking helps you to
picture test scenarios that can come
only with a negative attitude—and
avoid the common mistake 
of believing that everything will 
work fine. 

Testing should begin
with a view that nothing
will work as expected. 
For example, a tester with
a skeptical attitude looks
for a scenario in which 
an unhandled exception 
is thrown by the applica-
tion, whereas a tester with
a more positive outlook 
will expect successful exe-
cution of application func-

tionality.

Be Skeptical of Team Members
One of a tester’s most common mis-
takes is to place blind trust in project
team members. It’s natural to trust the
functionality built by an experienced
senior developer who’s been on the
team for years. But it’s imperative that
testers have a skeptical view of every-
one developing application compo-
nents, regardless of who they are. 

The more skeptical you are, the
more scenarios you can invent to
break the application and uncover
errors. For example, if a tester views
each application function as having
been developed by a novice, testing is
done with a consistent mindset 
prejudging each component based on
its source. 

Be Skeptical of Project Artifacts
Project artifacts such as documentation
play an important role in determining
a project’s success. In most cases, these
artifacts include documents pertaining
to requirements, technical design and
testing, and are maintained by the
requirements team, development team
and test team, respectively. As a test-

team member, you should be skeptical
of documents produced by other
teams. Nothing should be taken for
granted, even though it might have
been documented. 

While they may lack the extensive
knowledge of the teams producing
those artifacts, it’s not rare for test-
team members to point out something
that a business analyst or developer
overlooked. Remember to ask ques-
tions such as “Why was this functional-
ity built this way?” and “How will this
requirement achieve a particular
goal?” With a skeptical outlook, you
can identify situations that an optimist
would fail to notice.

Be Skeptical of Yourself
It’s easy to over- or underestimate
one’s self. A developer can leave errors
in code simply by neglecting a
required application function. One of
the reasons for testing is to catch such
errors. 

The same is true for testers. No
matter how experienced, testers still
sometimes leave scenarios untested.
This may arise from lack of expertise
with the application functionality or
an overly casual approach toward test-
ing. In all cases, it’s wise to be a little
skeptical of yourself. 

That doesn’t mean that you should-
n’t be confident of your actions; it just
means that you shouldn’t assume that
you’ve covered all the testing scenarios
in the best possible manner. 

For example, it’s usually a good
idea to talk to other members of the
team to discuss application functional-
ity you might be concerned with.
Casual conversations like this often
clue you in to what’s been missed. 

Congratulations! You’re now a cer-
tified software-testing skeptic. And
although following these techniques
won’t really make you a pessimist, 
it will make you more perceptive.
When you maintain a healthy 
skepticism throughout the testing
process, you’ll help your project stay
healthy, too. û̈

Future 
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